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Here we are,
10 months after the biggest bang of most of our careers — — and

The question is no longer what is it,
but how are organizations putting it into action?

Generative Al Realities: Proactive Approaches for Quantifiable Business Results by Gartner
https://www.gartner.com/en/webinar/530960/1196465

3
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https://www.gartner.com/en/webinar/530960/1196465

Disruption and Uncertainty increase

Organizations that lead through turbulence
with intention will be the most successful.
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Transformer 7|82 Foundation Model?| S%F2
2lde| AI Z{EH S Tt 3)ot ! Qs L|LC].

Expert Systems Machine Learning

* No use of data * Need large data sets Self-supervision at scale

* Manually authored rules  Less brittle, but Massive data compute

* Brittle abor intensive Learn from lots of data
 Demanding data prep without requiring labels

and feature engineering
many tasks

Transformer

O @ @

1980s 1990s

IBM Customer Success Manager | © 2023 IBM Corporation



AA Z=31El Foundation Model2 &
2E| E{2Z0] 715510] 7| ¥ e

Traditional AI models

Training Tasks
= AL G
= AL G
A Al <
E==t Al, ~
Jd Al G
> Al O

¢ OHE AU B
e task®s Egt=l W& ZQ

=
. ARRIO] A 2= Tt
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210] 7{2] Q10| E
o| Ciokat HLo|| w2 H| =

Foundation Models

Massive
external data

Prompt-

engineering

Pre

>
— - : Foundation
=

o

—®

P Prompt-tuning
@ Fine-tuning
T d J + Enterprise

proprietary data

AEr@

+ CIFR HE| Ef A 2
+ Z210| 2o| Ei 5 GO K b5
+ AP 2% BIR|E sk

Trained Massive

C?O

Prompting

@

@7@

Prompting

* New Task
» Specialized in a

domain

k=]
| S

Q&A

Translation

Sentiment
Analysis

Object
Recognition

Differentiation via
training with
enterprise data

L

w O
N

8¢ &

Summarization
Conversational Knowledge
Content Creation

Code Co-Creation

fine-tuning & === £t
bif = bj X

0121 AFE ArZ{|Of] Chol
SQU5I7LL Of Lt HEE
O LI M=2 E5)

L Oo=2 oL
K| &H 200 =7}

E°3 NLP EfA3 = =|CH
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Content Generation
Ot gl Z i) 2/
Job Description,

Z T JAIF X Z/A}
o/ g ot X4 X/ &
Classification

=

=

I

Y
Uk <0
I} S
&1 ¥R 3F I
Uy ok Iy 3
R 81 X0 RT
REONNE

of

—_

/4

/,

Summarization
LHof L Of <

A HE -2 HE &
o/9o/= X

Insight Extraction

o|Z XLt X)L ALLAY

Al 2

A

T2 AfH)

=

E

—

Generation (A S 44 )
Named Entity Recognition

Retrieval-Augmented
24 XA Z/BFQ&A TH=

X/

—]

Large Language Model

OIH}A O]
Al ERA

= L_ 1 L—

Af S} 22

ZF
[
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What are the Challenges of Large Language Models?

10,000,000,000

1,000,000,000

100,000,000

10,000,000

1,000,000

Inceptionyv3

100,000 .

Training Compute (petaFLOPS)

10,000 ResMaXt

1,000

i
flexMet

100

All Al Models Excluding Transformers: Bx [ 2yrs

L ]
/ WavaVec 2.0
™

ELMo

20012 2013 2014 2015 2016 2017 2018 2019 2020 2021 2022

Compute required for training transformer models

IBM Customer Success Manager | © 2023 IBM Corporation

H|EIZ 5 A (PetaFlops)= 1X2% 1,000 He| £

| 25} Q1AHK] 2|

|2 HO| BEIS JEst ] QX|oh= 4| =He f’f*“:“"f AHE EX}
|2 HIO|E{ MIE, 7|= M2 XAl Bl L2 2
HEo| J7|H0| Generative AIZ 7t= ZI¢ 7éJtE'.C.’:IL—I .

1. Compute-, cost-, and time-intensive workload:

Significant capital investment, technical expertise, and large-scale
compute infrastructure are necessary to maintain and develop LLMs.
Training an LLM requires thousands of GPUs and weeks to months of
dedicated training time.

Some estimates indicate that a single training run for a GPT-3 model
with 175 billion parameters, trained on 300 billion tokens, may cost
over $12 million dollars in just compute.

2. Scale of data required:

As mentioned, training a large model requires a significant amount
of data. Many companies struggle to get access to large enough
datasets to train their large language models.

This issue 1s compounded for use cases that require private - such
as financial or health - data. In fact, it’s possible that the data
required to train the model doesn’t even exist.

3. Technical expertise:

Due to their scale, training and deploying large language models are
very difficult and require a strong understanding of deep learning
workflows, transformers, and distributed software and hardware, as
well as the ability to manage thousands of GPUs simultaneously.

https://www.nvidia.com/en-us/glossary/data-science/large-language-models/
11
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https://direct.mit.edu/tacl/article/doi/10.1162/tacl_a_00413/107387/Compressing-Large-Scale-Transformer-Based-Models-A
https://direct.mit.edu/tacl/article/doi/10.1162/tacl_a_00413/107387/Compressing-Large-Scale-Transformer-Based-Models-A
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watsonx.ai

Multi Model Strategy > One model does not fit for all use cases

H|ZL|AY| &30l AI =2 ¢t CFYSE Model Provider &4 H|-&!
7| o] LIS QT AFSHS Q0151 L5} ©/5H Multi Model Strategy

H= B0 =&0| U=0A|= A2 OtL|H,

N

Build your GAl, =02, AR Af2{|0]] 2t =] 2] '51_'0I shat&iL|Ct.
own models —

Use IBM

Build and Deploy on
ogs Tr — Tune S —
verified Open Y evaluate any cloud

Source models

> EE CH% A
Use IBM — '3; 720 T

developed models Eojel S5t Cist Ml &8 ILR| A AR TR/
HIZL|A 25| 31Z SHM X2 NEXES
She, HE, M, St8 ME § CHYSt 72, OF[ER| RS KIALH|O|E{E &85t XEstE
OOl S RS 2o A5, S5, T84 B AL7H L HIZ 05

https://www.ibm.com/products/watsonx-ai/foundation-models
13
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watsonx.ai

Use Case0] L}2} =& E}=]l Lo BEL > Foundation model Libraries

| IBM models

IBM Granite Models Series

Large Language Model Code Model

granite.13b.instruct  granite.13b.chat
decoder only

granite.code.ansible granite.13b.chat
decoder only decoder only
Ansible-tunned Cobol2Java-tuned
0&A model model

decoder only

Summarize Generate

Classify

IBM Slate Models Series

Encoder only, non-generative models(NLP models)

slate slate slate slate
135 million params 135 million params 135 million params 135 million params
multilingual multilingual multilingual multilingual
Fine-tuned for Fine-tuned for Fine-tuned for Fine-tuned for

Entity Extraction = Relationship Detection = Sentiment Analysis  Targeted Sentiment

Analysis

Classify

IBM Customer Success Manager | © 2023 IBM Corporation

| Open Source models &

flan-ul2-20b gpt-neox-20b mtO-xxl-13b flan-t5-xxl-11b  mpt-instrucct2-7b

encoder/decoder decoder only encoder/decoder encoder/decoder decoder only
Q&A Q&A Q&A Q&A Q&A
Generate Generate Generate Generate Generate

Summarize

Summarize

Summarize

Y Classify

Classify

| 3rd party models

N Meta Al - StarCoder
llama2-chat-70b llama2-chat-13b Starcoder-15.5b
decoder only decoder only decoder only
Generate Generate
Summarize Summarize
Classify Classify
14



watsonx.ai

EHst BH > building transparency model with Sound Data

| granite.13b 21 dloled 3of | Data Zx{2| Tto|= 2t9

—

Language
Identification

Today, IBM i1s sharing the following data sources used Iin the training of the Granite
_ i’f.. Analytics
models (learn more about how these models are trained and data sources used):

Sentence Hate, Abuse &
Splitting Profanity Annotation

1. Common Crawl Exact Fuzzy ¥ Analytics
IBM Data Document | Document
Pile Dedup Dedup Document Quality Filterin
) g and Prep
Z2_ Webhose Corpus Annotations for Tokenization

¥

“als Analytics

¥

s Analytics

L

- GitHub Clean

4. Anav l
5. USPTO * IBMO' ﬁ.[—'_-”O'Elfr '|-U-E'_|-O|7: 7<}\I EIlOlE—l }\-”EE _-CJ_T_IE— Tokenization
e 1 Trillion Tokens: StHO|| AM token © 2 300HH =& n
6. Pub Med Central . L ! R Blocdering qli A”alytlcsg
« 8k AA| context 7= (Llama-2 70b : 4k) *
7. SEC Filings =& 1k token (Llama-2 70b : 9007H) e T
. * 57H2| H| =LA FAHo|| E3t E APX 12 H|O|E] M|EO]| CHT HHUEA E ol;
o FreeLaw (Q&A, Generate, Extract, Summarize, Classify) |_ -” l -I “ O“ H -“:H 7:”
9. Wikimedia
10. Stack Exchange \ Text Extraction / 6.5 Terabytes of extracted data
11. DeepMind Mathematics \ Remove Duplicates / 4.9 Terabytes of deduplicated data

12. Project Gutenberg (PG-19)

13 OpenWeb Text

14 HackerNews 2.07 Terabytes of data ready for

tokenization

Remove Poor Quality

™

1T Tokens of data for training granite.13b

https://www.ibm.com/blog/watsonx-tailored-generative-ai
https://www.ibm.com/downloads/cas/X9WA406BM

IBM Customer Success Manager | © 2023 IBM Corporation 15



https://www.ibm.com/blog/watsonx-tailored-generative-ai/
https://www.ibm.com/downloads/cas/X9W4O6BM

Enterprise —_— Performance

Financial Acumen

(Avg of 11 Financial Tasks)

Academic

Granite@chat

Enterprise

Code
Llama-2470b;chat

0.59

- HE Q2 GO|E|S E5t - 249H9] A B ZHloj| A2
21 A5 ofl Skl %l H|ofE{(2f granite-13b ds2 &M 2
10%) 28 EHE | Llama-2-70b-chat2} SA}st

IBM Customer Success Manager | © 2023 IBM Corporation

>

Slower

Response Time

Faster

watsonx.ai

ELHE ST HS

Llama-2-70b-chat Granite-13b-chat

Granite-13b= 1000 E20j| Clj5

Llama-2-70bKC} =|CH 34} b=

16



. A& 0]|of7] .

. 7| 9F=31 watsonx

M5 Al Large Language Model2| E%4

. 5% 0JOF7| : JHitol| A AMEHO 2|

= HIE2= z|the| 21t+E!

. 2 0]0}7] : Trustworthy Aid3 AT 413!

Mk

NE

17



T 5T B S W2 Tiersto] Al i R wiEE MeE

-1

Foundation Model2

J|REOR U £20[4)

5= MlsELIL.

®
Foundation model

IBM Customer Success Manager | © 2023 IBM Corporation

watsonx.ai

o = O od= =
ME2 Hlo|E{o]] Ch3t 0 = 52 SH4FAIZ1D| 2ol ALRE|D,
DEO| YR £ AXGIILE ML CIO|EIE £7}510] 4

2 A2t DY ISEF HFE MER RHO| IHEOIE

th Small

Task A

Fine-tuning

(Model level)
Roadmap item

prompt tuning Of| A=
12H9| labeled data?} FEtEl

_ t ai
-7esk8 [TTTTT} Tuning Studio

® Prompt-tuning
®~ (Prompt level)

® prompt tuning EE=
prompt engineering=
Z20| HIER =

Prompt
engineering

Complexity, Skills, Time, Cost
9ZIS 19powW gulisealoul salinbay

Dof] Q|21E| EIAEOf
DETES FSHAH 2UO

“ =g ”6|'I_ 7:|—;|_E }\.I||:||6|_7_” 7§'”O'| Watsonx.ai \/
=T EETETE Task € Prompt Lab
Low Large

Z=EOE AIX|L|O|Z JI0|E  https://www.promptingguide.ai/kr 18



https://www.promptingguide.ai/kr

watsonx.ai

Prompt Lab

TaskO]| [[}= ModelS {EHSIL|LC}.

IBM watsonx

Projects [/ My First watsonx.ai /

Prompt Lab

New (unsaved)

| 0 Sample prompts

[+ Summarization

Meeting transcript summary
® Summarize the discussion from a
meeting transcript.

Earnings call summary
Summarize financial highlights
from a quarterly earnings call.

Classification

Scenario classification
DE Classify scenario based on
project categories.

Sentiment classification

EIE Classify reviews as positive or
negative.
Generation

Marketing email generation
X1 Generate email for marketing
campaign.

Thank you note generation
A Generate thank you note for
workshop attendees.

Extraction
- Named entity extraction
A2  Find and classify entities in
unstructured text.

Fact extraction

g&‘ Extract information from SEC
10-K sentences.

Question answering

Questions about an article
{j Answer questions about a body
of text.

@ Finance Q&A

Answer basic financial questions.

Code generation

IBM Customer Success Manager | © 2023 IBM Corporation

<

Structured Freeform

Setup »

Instruction (optional) @

Write a short summary for the meeting transcripts.

Examples (optional) @D

Transcript:

00:00 [John] Iwanted to share an update on project X today.
00:15 [John] Project X will be completed at the end of the week.
00:30 [Jane] That's great!...

00:00 [Jane] The goal today is to agree on a design solution.
00:12 [John] Ithink we should consider choice 1.
00:25 [Jane] Iagree...

Add example +

Try »

Test your prompt (@D

Transcript:

1
John Doe 00:00:01.415 --> 00:00:20.675

A little bit of context of the email from last night, I've been working on the data from the
feature set that came out of the analysis last time.

2
John Doe 00:00:21.334 --> 00:00:42.394

Thanks for sharing that. We were trying to understand the impact of changing levels of ...

New test +

Stop reason: End of sequence token encountered
Tokens: 728 input + 699 generated = 1427 out of 4096
Time: 34 seconds

L\ 2239348 - Kyu Bong Lee's ...

Frankfurt w @

Al guardrails on

New prompt +

Save work v

Model: flan-ul2-20b  ~ {#} <>
Recents s
flan-ul2-20b v
llama-2-70b-chat mpling @
flan-t5-xx1-11b
Summary: ) :
! granite-13b-instruct-vl 2 0.7
John shared an update that project X will be completed end of the week a bling)
purchased by customers Y and Z. View all foundation models
1 1
Jane, John, and Joe decided to go with choice 2 for the design solution because it will Top K
take less time.
1 —@ 100 50
I Random seed
Repetition penalty
1@ 2 1
Summary:
Stopping criteria @
Stop sequences
Min tokens Max tokens
50 200
]i[ Enter up to 6 sequences to stop output

after the minimum number of tokens is

reached.

Generate

Reset to default G

®

watsonx.ai

19



watsonx.ai

Prompt Lab

IBM Customer Success M

TaskOj| [[}£ ModelS

Select a foundation model

Select a model that best fits your needs. All models support English text. Check the model information for other supported languages.

Y Q.  Search for a model or task

\ 4

flan-ul2-20b

flan-ul2 is an encoder decoder model based

on the T5 architecture and instruction-tuned
using the Fine-tuned Language Net.

Provider: Source

Google Hugging Face

\4

granite-13b-instruct-vl

The Granite model series is a family of IBM-
trained, dense decoder-only models, which
are particularly well-suited for generative...

Provider: Source

1BM IBM

14

starcoder-15.5b

The StarCoder models are 15.5B parameter
models that can generate code from natural
language descriptions.

Provider: Source

BigCode Hugging Face

A4

mpt-7b-instruct2

MPT-7B is a decoder-style transformer
pretrained from scratch on 1T tokens of

English text and code. This model was train...

Provider: Source

Mosaic, tuned by I... Hugging Face

MEHSHL|C}.

— "1

14

mt0O-xxl-13b

An instruction-tuned iteration on mT5.

Provider: Source

BigScience Hugging Face

14

[lama-2-13b-chat

Llama-2-13b-chat is an auto-regressive
language model that uses an optimized
transformer architecture.

Provider: Source

Meta Hugging Face

A4

gpt-neox-20b

A 20 billion parameter autoregressive
language model trained on the Pile.

Provider: Source

EleutherAl Hugging Face

1

[lama-2-70b-chat

Llama-2-70b-chat is an auto-regressive
language model that uses an optimized
transformer architecture.

Provider: Source

Meta Hugging Face

14

flan-t5-xxl-11b

flan-t5-xxl is an 11 billion parameter model
based on the Flan-T5 family.

Provider: Source

Google Hugging Face

14

granite-13b-chat-vl

The Granite model series is a family of IBM-
trained, dense decoder-only models, which
are particularly well-suited for generative...

Provider: Source

IBM IBM

watsonx.ai
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watsonx.ai

watsonx.ai = (=]
Prompt Lab MOde =Ig =

X
flan-ul2-20b ‘
Provider: Google | Source: Hugging Face ‘

Question answering  Summarization  Retrieval-Augmented Generation  Classification  Generation  Extraction i
!
o Note: This model is a Non-IBM Product governed by a third-party license that may impose use restrictions and other obligations. By using this model you agree to these terms. Read terms X

Introduction to UL2

This entire section has been copied from the google/ul2 model card and might be subject of change with respect to flan-ul2 .

UL2 is a unified framework for pretraining models that are universally effective across datasets and setups. UL2 uses Mixture-of-Denoisers (MoD), apre-training objective that combines diverse pre-training paradigms together. UL2 introduces a notion of mode switching, wherein
downstream fine-tuning is associated with specific pre-training schemes.

Inputs-to-targets
“Autoregressive”
models

Learning Paradigms

~

/ Supervised
Finetuning

In-context
(extreme denoising) Learning

Zero-Shot

AN

R-denoiser /

(short spans & low corruption) [ Language

Generation

Encoder-Decoder Language
S-denoiser Understanding

(sequential denoising / prefix
language modeling) :::ﬂ:;;‘;

Groundin

Mixture-of-Denoisers \ Y,

Task Paradigms

Abstract

Existing pre-trained models are generally geared towards a particular class of problems. To date, there seems to be still no consensus on what the right architecture and pre-training setup should be. This paper presents a unified framework for pre-training models that are
universally effective across datasets and setups. We begin by disentangling architectural archetypes with pre-training objectives -- two concepts that are commonly conflated. Next, we present a generalized and unified perspective for self-supervision in NLP and show how
different pre-training objectives can be cast as one another and how interpolating between different objectives can be effective. We then propose Mixture-of-Denoisers (MoD), a pre-training objective that combines diverse pre-training paradigms together. We furthermore

Back Select model

IBM Customer Success M 21




watsonx.ai

Prompt La

p 21

e Task #H
LZEIE OAl
c IETE X%

« IZIE §|AEZ|

—D—_

IBM watsonx

Projects [/ My First watsonx.ai /

Prompt Lab

New (unsaved)

<

Meeting transcript summary
Summarize the discussion from a
meeting transcript.

Earnings call summary
Summarize financial highlights
from a quarterly earnings call.

Classification

Scenario classification
D.E Classify scenario based on
project categories.

Sentiment classification

E;E Classify reviews as positive or
negative.
Generation

Marketing email generation
] Generate email for marketing
campaign.

Thank you note generation
A Generate thank you note for
workshop attendees.

Extraction
- Named entity extraction
A2  Find and classify entities in
unstructured text.

Fact extraction

Extract information from SEC
10-K sentences.

Question answering

Questions about an article
? Answer questions about a body
of text.

@ Finance Q&A

Answer basic financial questions.

Code deneration

IBM Customer Success Manager | © 2023 IBM Corporation

Structured Freeform ‘

Setup »

Instruction

Instruction (optional) @

Write a short summary for the meeting transcripts.

Examples (optional) @

Example

Transcript:

00:00 [John] Iwanted to share an update on project X today.
00:15 [John] Project X will be completed at the end of the week.
00:30 [Jane] That's great!...

00:00 [Jane] The goal today is to agree on a design solution.
00:12 [John] Ithink we should consider choice 1.
00:25 [Jane] Iagree...

Add example +

Try ~

Test your prompt (D)

Transcript: I n p Ut TeXt

1
John Doe 00:00:01.415 --> 00:00:20.675

A little bit of context of the email from last night, I've been working on the data from the
feature set that came out of the analysis last time.

2

John Doe 00:00:21.334 --> 00:00:42.394

Thanks for sharing that. We were trying to understand the impact of changing levels of ...

New test +

Stop reason: End of sequence token encountered
Tokens: 728 input + 699 generated = 1427 out of 4096
Time: 34 seconds

Summary:

2239348 - Kyu Bong Lee's ...

New prompt +

Frankfurt ~ @

Al guardrails on

Save work v

Model: flan-ul2-20b v {#} <>

Z2|0f

John shared an update that project X will be completed end of the week and will be

purchased by customers Y and Z.

Jane, John, and Joe decided to go with choice 2 for the design solution because it will

take less time.

Summary:

Generate

Model parameters

Decoding

Greedy .) Sampling @

Temperature

0o —@ 2 0.7

Top P (nucleus sampling)
Q@ ——@9 1 1

Top K

1 —@ 100 50

Random seed

Repetition penalty

1@ 2 1

Stopping criteria @

Stop sequences

Min tokens Max tokens

50 200

Enter up to 6 sequences to stop output
after the minimum number of tokens is
reached.

Reset to default C

®

watsonx.ai
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RAG(Retrieval Augmented Generation)

RAG T4 = Sl 7|8 LIES

Phase 1 Z}#| Cjo|E{ £%! CH
(a) 2 LIUS EME FE

(b) =M S chuck BHR|= &F

(c) Chucks= €HIT

(d) UH|= S Vector Store0f| A%t

(a) QAHOI= e
(b) 7%t %‘IIUfh chuck el
(c) PromptOf| ZAHEl ZAat =0}

(d) LLML| Z1}= &

IBM Customer Success Manager | © 2023 IBM Corporation

.

IPDF

A

=

Z4ME AAZ J|HIO =E Large Language Model

=M £
(a) § §
[...]

(a)
(d)

watsonx.ai

watsonx.ai

Embedding Storing

Vector DB

~
O
N
v

= 2rZ8sh £~ QISLI|CE

Chunking
I | | | | |
NSNS
T
TN
I | | | | |
B e
SRS
SIS

(b)
\ (b)

(C)

=

NOUAWNED

T @ @

(5] atsoncamn

AG ds T2 2lst A T ZEArS
=M 2= /AFE 2
3 37|
AU HEOf MEH
databasez EE 2|E Hl= 39| 37|
LLM MEH
DEOE

LLM Z[2[O0|E (temperature, Top-K, Top-P &)
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Q : What is the likely risk of the following, resulting
from adoption of generative Al to your organization?

Type of risk

Operationalization 66%
Cybersecurity
Explainability

Ethics
Reputation
Social implications

Accuracy

Bias 55%
Data integrity 53%
Behavioral 52%

2023 IBM IBV generative Al Impact on Hybrid cloud pulse survey
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* poor predictive accuracy .
 lack of fairness and equity
* lack of explainability .
* model uncertainty .
o distribution shifts .
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I/ML
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poisoning attacks
evasion attacks
extraction attacks
Inference attacks
model transparency

watsonx.governance
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nallucinations * Inability to reason

ack of factuality or faithfulness  privacy leakage

ack of source attribution e prompt injection attacks
toxicity, profanities, and hate speech < misinformation

bullying and gaslighting

Foundation models: Opportunities, risks and mitigations
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Macro
level
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Trusted Al Lifecycle &

watsonx.governance
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Awareness and skills

Define legal obligations Articulate Al principles
Define relevant company policies AI Governance board & escalation process Audits
Extend enterprise risk framework Define roles & responsibilities

Micro
level

* Detailed review and

challenges
— S * QA Test, Accuracy, Bias, Drift,
* Model selection (LLM, FM, A, Explainability, Hallucination,
non-Al, etc.) -
1 ) o  Document go/no-go decision
» Assign business owner > Coelingf Tiining Model
« Document model purpose o > SIS — g .
-+ Prompt-Tuning / Fine Tuning Validation

» Document go/no-go
decision

e Perform risk assessment

« HAP* filtering

» Fact collection, Model
documentation

Model
Dev & Tuning

Model \{[ee [ i
Retirement Monitoring
.
« Justification » Performance tracking
"""""""  Documentation * Monitor for bias, drift,
5 accuracy

» Explain model outcomes
e Issue management

» Change requests

Model
Deployment

* Review validation report
* Regulatory compliance check
 Final sign-off

« MLOps

Provisioning

Endpoint creation

Deployment documentation

Defend from adversarial
attacks

*HAP : Hate, Abuse and Profanity
27
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KQKC%QW Lifecycle Governance Risk Management Regulatory Compliance

e Model Owners

+ Model Validators Model Risk Governance

e Audit Teams
« Compliance Teams Model Inventory | Risk Scorecards | Workflows | Dashboards | Incident Management

« Risk Management Teams
« Data Privacy Teams T
. Principal Data Scientist Capture governance Sync model metadata to

rncipal Data sclientists meta-data drive governance activities

Model Documentation

Capture model facts throughout the lifecycle

Capture model performance
meta-data

Model Validation and Monitoring

@ Model Health | Accuracy | Drift | Bias |
Explainability

Capture training Design time bias detection and 1 Ongoing monitoring of deployed models Capture deployment
(Q % meta-data explainability for compliance and business results meta-data
« Data Engineers Model Build Model Deploy
e (Citizen) Data Scientists
* MLOps IBM Watson Studio AWS SageMaker MS Azure Business Apps aaS solutions Other

« ML Engineer

(c) 2022-2023, IBM Corporation 28
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Al assistants Empower individuals to do work watsonx Code Assistant Consulting
without expert knowledge across a watsonx Assistant Generative Al strategy,
variety of business processes and watsonx Orchestrate experience, technology,
applications. watsonx Orders operations

SDKs & APlIs

Embed watsonx platform in third party | Ecosystem

assistants and applications using integrations
programmatic interfaces.

Al & data platform _ , .
Leverage generative AI and machine watsonx Foundation models
learning — tuned with your data — WaISO”X-a' gramtg || LBM .
. I L watsonx.governance pen source ugging race
nsparen
with respon3|b|l|ty, transparency watsonx.data Llama 2 | Meta Al

Ecosystem
System Integrators,
Software and SaaS

@ and explainability. Geospatial | IBM + NASA

Data services , , , . .
Define, organize, manage, and deliver Data fabric services

trusted data to train and tune Al watsonx Discovery

@ models with data fabric services.

Hybrid cloud AI tools

partners,
Public Cloud providers

Build on a consistent, scalable .
foundation based on open-source Red Hat OpensShirt Al

% technology. (e.g., Ray, Pytorch)
&
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watsonx

IBM PoV : 4 core principles
to tailor generative Al for enterprise

IBM’s Al is based on the

Open best open technologies available
IBM’s Al is transparent,
Trusted responsible, and governed
IBM’s Al is designed for enterprise
Targeted and targeted at business domains

Empowering IBM’s Al enablgs users to beco.me a
value creator with full ownership of
data and AI models

watsonx.ai
watsonx.data
watsonx.governance
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